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ABSTRACT

Diagnostic tools based on artificial intelligence (AI) now read mammograms, colonoscopy video, chest

radiographs, electrocardiograms and retinal photographs in routine care, yet most published evaluations are

retrospective, single-centre comparisons on curated data; in one systematic review, only 2 of 83 published

studies comparing deep learning with clinicians were randomised trials. This narrative review, based on a

PubMed search to September 2026, gives clinicians a checklist for appraising such studies. Six questions

expose most weaknesses: whether the patients resemble the intended population; whether the reference

standard was sound and training and test data were kept apart; whether the tool was validated externally;

whether discrimination is reported with calibration and subgroup performance; whether clinicians using the

tool were compared with clinicians without it in real workflow; and whether a patient outcome was

measured. Worked examples show the range of evidence. In the Mammography Screening with Artificial

Intelligence (MASAI) trial of 105,915 women, AI-supported reading detected 29% more cancers, reduced

screen-reading workload by 44% and gave a non-inferior interval cancer rate (proportion ratio 0.88, 95%

confidence interval 0.65 to 1.18). By contrast, a widely deployed sepsis prediction model had an area under the

receiver operating characteristic curve of 0.63 (95% confidence interval 0.62 to 0.64) on external validation.

Computer-aided polyp detection increases adenoma detection in trials, but guideline panels disagree because

no reduction in cancers has been shown. Clinicians should treat a diagnostic AI tool without external,

preferably prospective, validation and evidence of patient benefit as experimental.

Keywords: Artificial Intelligence; Machine Learning; Diagnosis · Computer-Assisted; Sensitivity and

Specificity · Evidence-Based Medicine · Randomized Controlled Trials as Topic.

Key points

Ask who the patients were: accuracy

measured on enriched or curated image

sets overstates performance, so look for a

consecutive series from the setting in

which you would use the tool.

Do not accept the area under the curve

alone; look for calibration, the operating

threshold, confidence intervals and results

by sex, age, ethnicity and equipment.

Look for external validation at more than

one site, ideally prospective, and expect

performance to fall when the population,

equipment or workflow changes.

Prefer studies that compare clinicians with

and without the tool in real workflow and

that measure patient outcomes, and watch

for automation bias and deskilling.
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Treat a tool without external validation or

prospective evaluation as experimental,

and expect evidence of monitoring for drift

once it is in use.

Introduction

Diagnostic tools built on artificial intelligence

(AI), mostly machine-learning models, now read

mammograms, colonoscopy video, chest

radiographs, electrocardiograms and retinal

photographs in routine care, and hundreds have

regulatory authorisation. Clinicians are

increasingly asked to use, buy or trust these tools,

usually on the strength of a published study that

they have little time to appraise.

The literature on diagnostic AI grew faster than

its quality. A 2020 systematic review of studies

comparing deep learning with clinicians found

only two published randomised trials and 81 non-

randomised studies, of which only nine were

prospective, most were at high risk of bias, and

most made claims in the abstract that the design

could not support [1]. A meta-analysis published

in 2019 found that few studies tested the

algorithm and the clinicians on the same external

data set [2], and a living review of 232 prediction

models for COVID-19 rated almost all at high risk

of bias [3]. Many of these are the old problems of

diagnostic accuracy research, described by

Lijmer and by Whiting two decades earlier, in

which case–control sampling, differential

verification and partial reference standards

inflate accuracy [4,5]; others arise from the way

models are trained.

Since then the field has matured. Reporting

guidelines specific to AI have been published for

diagnostic accuracy studies, prediction models,

trial protocols and reports, and early clinical

evaluation, and risk-of-bias tools have been

extended [6–13]. Randomised trials with patient-

relevant outcomes have reported in breast

screening, colonoscopy and retinal screening.

What remains unclear for most clinicians is how

to apply this body of guidance quickly to a single

paper.

This narrative review addresses one question:

which features of a published study of a

diagnostic AI tool should a non-specialist

clinician check to decide whether the tool is

ready for their patients? It distils the evidence

into six questions and a ten-item checklist that

can be applied in about ten minutes (Table 1).

Methods

This is a narrative review. PubMed (MEDLINE)

was searched through the National Center for

Biotechnology Information E-utilities interface

from inception to September 2026. Searches

combined terms for artificial intelligence

(artificial intelligence, machine learning, deep

learning) with terms for each topic: AI-specific

reporting and risk-of-bias guidelines; systematic

reviews of the design and quality of diagnostic AI

studies; randomised and prospective trials of AI

tools in screening mammography, colonoscopy,

diabetic retinopathy screening,

electrocardiography, chest radiography, stroke

imaging and sepsis prediction; and studies of

dataset shift, data leakage, calibration, fairness,

automation bias and post-deployment

monitoring. English-language articles were

eligible. Sources were selected by the authors for

relevance to clinical appraisal, with priority

given to reporting guidelines, systematic reviews

and randomised trials, and the reference lists of

key articles were checked. Each cited reference

was verified against its PubMed record and digital

object identifier.

Selection was not systematic, and no formal risk-

of-bias assessment or quantitative synthesis was

performed. Estimates are reported as published

in the source studies, with confidence intervals

where these were reported. Because no new data

were analysed, no statistical software was used

and missing data did not arise. A self-assessment

against the Scale for the Assessment of Narrative

Review Articles (SANRA) [14] is provided in

Supplementary Material S1. Ethical approval was

not required.

Results

Question 1: who were the patients?

Ask how the images or records were selected.

Public image sets assembled for algorithm

development often have labels extracted
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automatically from radiology reports, uncertain

diagnoses and little clinical context [15], and

enriched or case–control samples inflate

sensitivity and specificity compared with a

consecutive series of the patients who would

actually be tested [4,16]. Models can also learn

shortcuts: a deep learning model for detecting

pneumonia on chest radiographs learned to

recognise the hospital and the type of

radiograph, such as portable films taken on the

sickest wards, and performed worse on

radiographs from other hospitals [17,18].

Spectrum, prevalence and case mix should be

described as they would be for any diagnostic test

[6].

Question 2: what was the reference standard, and

how were the data split?

The label the model learns is only as good as the

reference standard, and labels derived from

radiology reports or discharge codes carry the

errors of those documents. Then ask whether the

test set was truly separate from the training data.

Leakage, in which information from the test set

influences training through duplicated patients,

shared pre-processing or feature selection on the

whole data set, is a widespread cause of over-

optimistic results that cannot be reproduced

[19,20]. Splits at the level of the patient, and

temporal splits in which the model is tested on

later patients, are more honest than random

splits of images.

Question 3: was there external validation?

External validation remains uncommon. Of 516

studies of AI for diagnostic analysis of medical

images published in 2018, only 6% validated the

algorithm on external data [16]. In a systematic

review of 86 deep learning algorithms for

radiological diagnosis that had been tested

externally, most performed worse on external

data, about a quarter substantially so [21]. The fall

reflects dataset shift: different scanners,

protocols, populations and disease prevalence

[22]. Of 130 AI devices cleared by the United States

Food and Drug Administration (FDA) up to 2020,

126 had been evaluated only retrospectively and

93 did not report evaluation at more than one site

[23], and other analyses of cleared devices found

similar gaps, including little subgroup reporting

[24,25]. External validation at more than one site,

ideally prospective, is the minimum for a tool

intended for wide use.

Question 4: is discrimination reported with
calibration and subgroups?

The area under the receiver operating

characteristic curve (AUC), the usual measure of

discrimination, is not enough. Calibration, the

agreement between predicted and observed risk,

determines whether a threshold set in one place

produces the same number of alerts in another,

and it is often not reported [26]. Subgroup

performance matters because models trained on

unbalanced data underperform in the groups

least represented: chest radiograph classifiers

underdiagnosed disease more often in female,

Black, Hispanic, younger and Medicaid-insured

patients (Medicaid is a public insurance

programme for people on low incomes in the

United States) [27,28], and dermatology models

performed worse on images of darker skin tones

[29]. The Standards for Reporting of Diagnostic

Accuracy Studies–Artificial Intelligence (STARD-

AI) guideline and the Transparent Reporting of a

multivariable prediction model for Individual

Prognosis Or Diagnosis guideline updated for AI

(TRIPOD+AI) require both to be reported [6,7].

Question 5: was the comparison realistic?

Many studies compare an algorithm with

clinicians reading images without clinical

information, outside their usual workflow and

sometimes under time pressure that the

algorithm does not share [1]. The relevant

comparison is the clinician with the tool against

the clinician without it, in the setting where it

will be used. That comparison brings human

factors into view. When radiologists were shown

incorrect AI suggestions of the Breast Imaging

Reporting and Data System (BI-RADS) category,

their accuracy fell, and inexperienced readers

were the most affected [30]. The benefit of AI

assistance varies widely between radiologists and

is not reliably predicted by their experience or

unaided accuracy [31]. In a multicentre

observational study, endoscopists who routinely

used computer-aided detection had a lower
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adenoma detection rate in colonoscopies

performed without it (22.4% versus 28.4% before

exposure), one of the first reports of deskilling

[32]. Multi-reader multi-case studies, prospective

reader studies reported according to the

Developmental and Exploratory Clinical

Investigations of DEcision support systems

driven by Artificial Intelligence (DECIDE-AI)

guideline, and randomised trials answer this

question; retrospective bench comparisons do

not [10].

Question 6: was the outcome a patient outcome?

Detecting more findings is not the same as

benefit. In colonoscopy, computer-aided

detection (CADe) increases the adenoma

detection rate in randomised trials [33,34], but

the additional lesions are mostly small, the effect

in pragmatic community trials and non-

randomised studies has been smaller or absent

[35–38], and no trial has yet shown fewer interval

cancers. Guideline panels reading the same

evidence therefore disagree: the BMJ living

guideline makes a weak recommendation against

routine use of CADe, and the American

Gastroenterological Association makes no

recommendation for or against it [39,40].

In sepsis, a proprietary prediction model in wide

use (Epic Sepsis Model; Epic Systems

Corporation, Verona, WI, USA) had, on external

validation, an AUC of 0.63 (95% confidence

interval [CI] 0.62 to 0.64); it missed two thirds of

patients with sepsis while generating alerts for

18% of all hospitalised patients [41], and a second

independent validation also found modest

performance [42]. An updated version has since

been validated prospectively across several

centres, with better but still modest performance

[43], and alert fatigue is the measurable cost of

such tools [44]. By contrast, in a prospective study

at five hospitals of the Targeted Real-time Early

Warning System (TREWS), a machine-learning

sepsis alert, patients whose alert was confirmed

by a clinician within 3 hours had lower in-

hospital mortality than those whose alert was

not, although this design shows association

rather than causation [45]. An earlier small

randomised trial in two intensive care units

reported lower mortality and shorter hospital

stay with a machine-learning sepsis alert [46],

and a cluster-randomised trial of decision

support for septic shock in paediatric emergency

departments reported clinical outcomes rather

than alert performance [47]. Reviews find that

randomised trials of AI in practice remain few,

are concentrated in gastroenterology and

radiology, and often under-report how clinicians

interacted with the tool [48,49].

Worked example: mammography screening

The Swedish Mammography Screening with

Artificial Intelligence (MASAI) trial randomised

105,915 women to AI-supported reading or to

standard double reading by two radiologists. In

the intervention arm, the AI system (Transpara;

ScreenPoint Medical, Nijmegen, the Netherlands)

triaged examinations to single or double reading

and highlighted suspicious findings. AI-

supported reading reduced the screen-reading

workload by 44% [50], detected 29% more cancers

[51], and gave a non-inferior interval cancer rate

(1.55 versus 1.76 per 1000 women; proportion ratio

0.88, 95% CI 0.65 to 1.18), with higher sensitivity

(80.5% versus 73.8%) and identical specificity

(98.5%) [52]. A prospective paired-reader study in

Stockholm [53], an analysis of how radiologists

acted on examinations flagged by AI in that study

[54], and a nationwide real-world implementation

in Germany including more than 460,000 women

[55] support these findings. Together these

studies answer questions 1 to 6: consecutive

screening populations, histologically confirmed

cancer as the reference standard, prospective

evaluation in practice, radiologists using the tool

as intended, and interval cancer as the outcome.

An earlier retrospective evaluation of a different

system, which reported performance exceeding

that of radiologists on curated data sets, could not

answer them [56].

Worked example: diabetic retinopathy

Two autonomous systems have been evaluated in

pivotal prospective trials in primary care against

a reading-centre reference standard. The first

(IDx-DR, now LumineticsCore; Digital

Diagnostics, Coralville, IA, USA) had a sensitivity

of 87.2% (95% CI 81.8 to 91.2) and a specificity of

90.7% (95% CI 88.3 to 92.7) and in 2018 became the
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first autonomous AI diagnostic system authorised

by the FDA [57]; a second (EyeArt; Eyenuk,

Woodland Hills, CA, USA) performed similarly in

its own pivotal study [58]. A subsequent

randomised trial in young people with diabetes

showed that autonomous screening at the point

of care increased the proportion who completed

screening and follow-up [59], an outcome that

matters more than the accuracy figure.

Worked example: electrocardiography

An AI algorithm that identifies low left

ventricular ejection fraction from a standard 12-

lead electrocardiogram increased the diagnosis of

low ejection fraction in a pragmatic cluster-

randomised trial in primary care in the United

States [60], and increased the detection of

cardiomyopathy in a pragmatic randomised trial

in pregnant and postpartum women in Nigeria

[61]. Both trials used the tool in clinical workflow

and measured diagnoses made, not the AUC.

Worked example: chest radiography and stroke

In a randomised trial in a health screening

population, AI assistance increased the detection

of actionable lung nodules on chest radiographs

[62], and a mixed-methods study is evaluating

whether software from Qure.ai (Mumbai, India)

that prioritises chest radiographs for reporting

speeds the diagnosis of lung cancer [63].

Automated detection of large-vessel occlusion

shortened transfer and treatment times in some

stroke networks but not in others, because the

gain depends on how the care team responds to

the alert [64–66].

Appraisal instruments and regulation

Table 2 lists the instruments. For reporting,

STARD-AI covers diagnostic accuracy studies [6],

TRIPOD+AI covers prediction models [7], the

Consolidated Standards of Reporting Trials–

Artificial Intelligence (CONSORT-AI) extension

and the Standard Protocol Items:

Recommendations for Interventional Trials–

Artificial Intelligence (SPIRIT-AI) extension cover

trial reports and protocols [8,9], DECIDE-AI

covers early clinical evaluation and human

factors [10], the Checklist for Artificial

Intelligence in Medical Imaging (CLAIM) covers

imaging studies [13,67], the Minimum

Information for Medical AI Reporting

(MINIMAR) standard sets the minimum

information for any medical AI report [68], and

the Chatbot Assessment Reporting Tool (CHART)

covers studies of chatbot health advice [69]. For

risk of bias, PROBAST+AI extends the Prediction

model Risk Of Bias ASsessment Tool (PROBAST)

to machine-learning prediction models [11], and

the Quality Assessment of Diagnostic Accuracy

Studies–Artificial Intelligence (QUADAS-AI) tool

extends QUADAS-2 to AI diagnostic accuracy

studies, with a revised version in development

[12,70].

Regulators are moving in the same direction. The

European Union Artificial Intelligence Act

classifies AI systems that are medical devices

requiring third-party conformity assessment as

high risk, with obligations for post-market

monitoring [71]; the European Society of

Radiology has issued consensus

recommendations for surveillance after

deployment [72,73]; and methods for detecting

harmful data shift after deployment are being

tested [74]. A tool that was accurate at approval

can drift, so evidence of monitoring belongs in

the appraisal of any tool that has been in use for

more than a year.

Discussion

Principal findings

Most of the weaknesses in published evaluations

of diagnostic AI can be exposed with six questions

about patients, reference standard and data

separation, external validation, calibration and

subgroups, the realism of the comparison, and

the outcome measured. The tools with the

strongest evidence, AI-supported mammography

reading, autonomous diabetic retinopathy

screening and AI-enabled electrocardiography,

are those evaluated prospectively, in workflow,

with outcomes beyond accuracy. Tools assessed

mainly on retrospective data, such as the original

sepsis model, have performed worse when tested

elsewhere.

Comparison with other guidance

The checklist builds on the users' guide to reading

articles that use machine learning [75] and on the
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AI extensions of reporting and risk-of-bias

instruments [6–13]. It differs in being written for

the non-specialist clinician who must decide

about a tool, and in placing more weight on the

realism of the comparison, calibration in the

local population and patient outcomes than on

the technical details of model development.

Strengths and limitations

The checklist is grounded in published reporting

and risk-of-bias guidelines and illustrated with

randomised and prospective studies, and every

reference was checked against its source record.

The review has the limitations of its design. Only

one database was searched, selection was not

systematic and may favour well-known trials,

and the field is changing quickly. Most examples

come from imaging and from high-income

countries, and the checklist has not itself been

validated as a tool for appraisal. AI tools assisted

the literature search and drafting, as declared

below; the authors checked all content.

Implications for clinicians and policy

Clinicians should ask vendors and colleagues for

external, ideally local, validation that reports

calibration and subgroup results before relying

on a tool, and should remain alert to automation

bias. Health services should require prospective

evaluation before purchase and continuous

monitoring after deployment, and journals

should require adherence to the AI reporting

guidelines.

Unanswered questions

It is not yet known whether CADe reduces post-

colonoscopy cancers, whether AI-supported

mammography reduces breast cancer mortality,

how large and how reversible deskilling is, how

to monitor deployed tools for drift efficiently, and

whether performance gaps between population

groups can be closed. Tools based on large

language models raise these questions again in a

less mature evidence base [69].

Conclusion

The question for a clinician is not whether an

algorithm can match an expert on a test set but

whether patients seen with the tool do better

than patients seen without it. Only a few tools

have answered that question, most convincingly

in breast screening; many in use have not. The six

questions and the ten-item checklist let a reader

tell the two apart from the paper alone, and the

new reporting and appraisal instruments make it

fair to expect authors to answer them.
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